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Abstract—The quantification of the cells in a plant’s xylem
tissue is a task that can provide valuable information about the
plant’s anatomy, development, and immune system. However,
this measurement process is usually undertaken in a manual
fashion, where botanists will record and count thousands of cell
elements in each cross section. In this study we automated this
evaluation of xylem cross sectional images by implementing a
iterative Deep Neural Network object detection algorithm that
counts and regionalizes every cell type. An extention of this object
detection is the measurement (diameter, width) of the vessels,
which is completed by measuring pixel ratio of the cell type in
respect to the size of the image.

I. INTRODUCTION

The analysis of a plant’s xylem tissue produced by a
light micrograph imaging technique can give botanists crucial
insights to a plant’s hydraulic efficiency, internal strength, and
a variety of other traits that are essential for analyzing a plant’s
overall health. The xylem tissue of a plant is composed of three
unique cell types that we are interested in detecting.

« Fiber: An elongated cell type which is primarily respon-
sible for the stem or root of a plants structure. The cell
type that is most commonly found in our dataset.

o Parenchyma: A shorter cell type with darker features
that is responsible for the temporary transport of starch
material and water. Visually, the parenchyma are usually
in column formations.

o Vessel: A cell type that features a large radius which
is responsible for the transport of water. Typically the
largest cell types in the images, with a water-like sub-
stance inside.

Although each cell has its distinct characteristics, it can be dif-
ficult to classify and count each cell manually. Plant biologists
have historically used fluorescent dyes to color individual cell
walls for cell identification, a tedious process.

To accelerate identification and quantification of the fiber,
parenchyma, and vessel, we propose a deep-learning object
detection algorithm to automate this process. The algorithm
would count and visually border internal cells, allowing
botanists to determine the ratios of each cell in an accurate
and efficient manner. This information can be extrapolated to
comment on the relationship between cell ratio and several
plant properties such as strength and water retention.
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Species In Our
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Fig. 1. Depiction of the variety of species that we used to diversify and
generalize our model.

We want to quantify the vessels because it has been shown
that the number of vessels has a direct correlation to its wood
anatomy and development. [6] Additionally, the number of
vessels is also linked to its resistance to vessel embolism,
which is essentially a clot or air bubble in the cell type. The
quantification of fibers provides important information about
the embolism resistance and mechanical support to the stem,
and potentionally has a correlation to vessel cavitation resis-
tance [8]. Finally, the botanists are interested in the number
of parenchyma in a given cross section, so they can analyze
the state of the pathogen defense system of the plant. [7]

Our models utilize multiple machine learning techniques
for object detection, including some popular networks such
as YOLOvVS [1]. We experiment with the compatibility of
our dataset with YOLOVS’s trained COCO dataset model [2]
as well as how well it can generalize with external data.
Furthermore, to quantify the vessels that are detected by our
network, we can simply measure the pixel-number relationship
between the bounded region and the normal image width and
height.

A. Related Works

Cell detection is an intriguing task that biologists have been
particularly invested in over the past few years, making break-
throughs in cancer cell detection of fish [5], the quantification
of a plant’s fitness levels through image segmentation-(R-
CNN) architectures [2], and white blood cell segmentation [4].
These studies exhibit innovative applications for computer



vision and imaging which we can build on. In terms of plant
cell research, there have been various studies on methods
to segment plant tissues and their interior organs. However,
few studies have been conducted on the object detection of
a plant’s parenchyma, fiber, and vessel- more specifically
in the California fern species. In our previous works, we
explored possible ways to classify the fiber, parenchyma,
and vessels from manually cropped images using traditional
transfer-learned neural networks. Nonetheless, the process of
classifying a cropped cell-type still gives little information of
the state and health of the plant as a whole, as a cropped cell
image is needed for input. Our ambition with this research
project is to add an additional detection phase to the plant cell
classification.

II. METHODS

Quantified Results
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Fig. 2. Illustration of the output that we hope our model can produce after
learning from the training set.

In this study we explore possible techniques to quantify
and detect the fibers, parenchyma, and vessels in different
plant cell cross sections. We plan on experimenting on how
our dataset performs on popular supervised object detection
algorithms such as YOLOVS. The purpose of this study is
to not only quantify the different cell types in xylem tissue,
however we would also like to explore the possibility of semi-
self supervised learning to label a vast amount of data for us,
while only being trained on a small sample of cross sectional
data.

A large downside of the object detection methodology that
we are conducting is the lack of negative sampling in our
dataset. As illustrated in Figure 1, almost every pixel of the
cross section is consisting on either a fiber, parenchyma, or
vessel, which can potentially make it difficult for an object
detection system to learn.

A. Dataset Acquisition

A popular imaging technique to obtain xylem tissue data is
a light microscopy technique where each stem or root sample
is converted to cross-sections using a sledge microtome. The
dataset that is pertinent to our project are different stem
and root species from a myriad of chaparral shrub species
gathered from the Santa Monica Mountains which contains
the Ceanothus crassifolius (CCR), Ceanothus oliganthus (CO),
and Frangula californica (FCA) shrub species. The cross
section that were obtained by previously mentioned techniques
were all stained by I,KI then magnified by through a range

of 100-200x zoom. The reason we are so interested with the
California shrub species is because analyzing the xylem tissue
cells of these plants can give us crucial information such as
how they survive six month long droughts every year.

B. Treble Model Collection

Performing a object detection task on three different classes
that are so spacially close together may hinder the network
from learning the correct bounding box placements. This is
due to the lack of negative sampling, and it is difficult for the
model to learn what is in the background and what is not a
cell type. To combat this, we trained three separate models,
one to detect the vessels, another to detect the parenchyma,
and finally one to detect the fibers. By doing this, we are in a
way separating the tasks of object detection and classification,
allowing for these models to focus on one cell type at a time,
and ascertain lots of background and negative samples for each
image.

In practice, having three models also allows the user to
choose a specific task to be performed by the model, for ex-
ample, if the user only wanted to measure the width and height
of vessels, they could do so without being overwhelmed by
the number of bounding boxes for the fiber and parenchyma.

C. Iterative Computerized Labeling

One of the greatest challenges of training this network
is the labeling of the training data. Whilst there may only
be ten to twenty vessels per cross section, the number of
parenchyma and fibers can span to the hundreds or thousands.
To expedite the process of labeling the parenchyma and fibers,
we implemented an iterative labeling algorithm from a subset
of the cross sections. First, we fully label some high quality
cross sections ourselves, making sure to include every fiber
or parenchyma. Once we have this subset of labeled data, we
then train a object detection network to perform these tasks
at a certain accuracy. We then deploy that model on every
unlabeled cross section and choose the best machine-labeled
images to be added to our training dataset. This process is
iterated over and over until we have a full training dataset that
are psuedo-labeled.

D. Pre-Processing and Data Augmentation

Before applying any machine learning algorithms to create
a object detection system, we must first pre-process and
clean our data. A plant botanist utilized popular data labeling
website Roboflow to manually annotate 89 cross sectional
images of cross sections from various California shrub species.
We partitioned the dataset into a (71,9,9) train validation split.
In each cross sectional image, every vessel was given a manual
bounding box, and n parenchyma and m fibers were labeled
depending on which sub-model we were training.

To prevent overfitting and to generalize our model to unseen
test data, a mosiac dataloader was used in YOLOvVS, which
takes a few images as input, and randomly shuffles the order,
while applying data augmentation to that whole sequence.
The scaling, color space, and resize transforms were also
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Fig. 3. Results of YOLOVS precision recall curve after training on 150 epochs

implemented synonymously within all bounding boxes of a
cross section.

E. Supervised Approaches

For our supervised baseline approach, we have implemented
the PyTorch YOLOvVS model, which is one of the most recent
and popular open-sourced models for object detection. We
expect that training the YOLOvVS model on our 70 labeled
cross sections will yield results that can detect the vessels
well, because the plant’s vessels have a visually distinct shape
and color.

Upon successful computation of the bounding boxes for
every cell type, we saved the best weights of each network and
on embedding models into a user friendly web application in
which researchers can simply upload a single cross sectional
image and receive the quantifiable information in seconds.
Additionally, we encourage those who do use the online
platform to allow us to use these external cross sections to
create a database so that more robust and generalizable models
can be trained.

III. RESULTS

Our research consisted on training three separate pipelines
of separate tasks. The first detection model is to to detect
the vessels in the xylem cross sections, which have shown
to represent distinct shape, size and color. For this task, we
manually labeled every vessel in the cross sections manually,
and trained the YOLOVS network for 150 epochs to reach
a global minimum for the validation loss. The fiber and
parenchyma detection tasks also had their respective training
pipelines, where a semi-self supervised approach is taken.
Each model is trained three times, with an increased training
sub-set each iteration. The semi-self supervised system starts
off with 6 labeled images with two images in the validation
and test set. On the next iteration, we choose 24 cross sections
to be in the training set with 4 images in the validation and
testing set. Finally on the last iteration, we label every cell in
the cross sections to train a final model on the whole dataset.
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Fig. 4. Visualization of train and validation loss curves for vessel detection

Due to the fact that we are lacking an actual ground truth
label for the vessel width and height, the results from the
evaluation are a measurement of the relative size of the cell
type compared to the cross section as a whole.

A. Evaluation Metrics

To evaluate our three networks’ performances, we utilized
the F1 confidence score and area under the precision-recall
curve. These metrics are both dependent on the precision and
recall of the model’s outputs. The precision is calculated by the
true positives divided by the true positives + false positives,
and the recall is computed by the true positives divided by
the true positives + false negatives. In our case, we try to
maximize the F1 confidence score because we would like to
minimize the false positive and negative rates, while keeping
a balance between the precision and recall scores (harmonic
mean).

Similarly, the area under the precision-recall curve is also
dependent on the relationship between the precision and recall,
where we large area under the curve means that the precision
and recall are maximized, meaning there is a low false positive
rate whilst also having a low false negative.

B. Vessel Detection
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Fig. 5. Illustration of our trained model detecting all vessels

Learning to detect the vessels in these cross sections has
proven to be a relatively easy task for the network. It is impor-
tant to note that YOLOVS utilizes a GlobU loss function which
is a generalized intersection over the union loss, specially
made for bounding box detection problems. As illustrated in
Figure 4, the validation loss decreased synonymously with the
training loss, inferring that our model is generalizing well on



unseen data, and that the loss has converged to a minima.
Figure 3 depicts the metrics of the vessel detection model,
where the area under the precision recall curve is large, and a
high Fl-confidence curve is achieved. A visualization of the
networks testing set can be seen in=Figure 5, where virtually
every vessel is properly detected with a high confidence. It is
also clear that the model is generalizing well on cross sections
of different scaled microscopes.

C. Fiber Detection

Fig. 6. Illustration of the psuedo-ground truth bounding boxes that the first
training iteration provided.

The fiber detection algorithm is trained 3 separate times,
each on a different training sized subset. We first train a
YOLOVS algorithm on 10 cross sections, with 1 image in
the validation set and 2 images in the test set. This first
training resulted in a precision of 0.71 and recall of 0.62.
With this preliminary network, we then ran inference on all
of the unlabled data samples, and chose a specific confidence
threshold eg. 0.5 to automatically annotate the images. This
process can be seen in Figure 6, where the errors that arose
in the pseudo labelling process were manually fixed by hand.
The second iteration consisted of a training set of 31 images,
with 5 images in the validation and test set, and consisted
of a precision score of 0.80 and a recall of 75.8. We then
used the second trained model to fully annotate all of the
cross sections, and retrained a YOLOvVS from scratch for 200
epochs, where the model stopped training if there was no
improvement for 100 epochs. The results exemplify that the
quantification of fibers is not an easy task, where the area
under the precision-recall curve is 0.61 and the F1 confidence
is 0.51. The confusion matrix of task task can be seen in Figure
7 where the network is experiencing difficult discernment
between the fibers and non-fibers.

D. Parenchyma Detection

Our first iteration of the parenchyma detection involved 16
images in the training dataset and 2 images in the test and
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Fig. 7. Confusion matrix of the fiber detection model.

validation sets. This first iteration resulted in a 0.75 precision
and 0.62 recall score. We then applied this model onto the
remaining cross sections, where 36 training images were used
to annotate the rest of the data samples. This second training
model also has a precision of 0.75 and recall of 0.663. A
possible explanation for the similarity of precision and recall
despite there being more training samples, is that more difficult
samples are added to the test and validation set. When training
the final labeled dataset from scratch, the area under the
precision-recall curve resulted in 0.751.

IV. DISCUSSION

In this research project, we explored a possible object
detection algorithm (YOLOVS) to confidently detect different
cell types within a plant’s xylem cross section. We mainly
utilized two novel approaches to this detection task. The
first approach was to train a separate YOLOVS instance for
each cell type to drastic increase negative sampling, which
simplified the learning to really study what is a vessel, and
what is in the background. The second methodology that we
implemented was a semi self-supervised network, where we
accelerated the labeling process by starting off with a small
training set, and we iteratively trained a network and evaluated
on the data until our data was all labeled.

Some possible issues that could arise in this study, is the
manual labeling of the cells. Due to the variability of the xylem
staining and imaging process, there are some cross sections
that leaves a high room for error in labeling these cell types.
For example, if the cross section were stained too extremely,
then some fibers could be confused as parenchyma due to hav-
ing a darker color. Additionally the rows of parenchyma can
visibly look like one black strip, making the individual cells
almost indistinguishable. Another potential labeling confusion
is mistakenly labeling a growing vessel as a fiber, or vice versa.



In these extreme cases, the quantification and measurement
of the vessels may be offset. This issue can be visualized in
Figure 8, where the growing vessel is mistaken as part of the
background cells, rather than being a vessel.
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Fig. 8. Example of the network missing a growing vessel (right-middle)

While the F1 confidence and area under the precision-recall
curve scores are substantial, there can be improvements to
hasten the labeling process and better generalize our network
on unseen data. On future datasets, there are two main active
learning techniques that we could utilize to improve our
models performance. The first method is pool-based sampling
method [10], inspired by the active learning application to
linear regression [9], where we start off with an initial subset
of the training set, and after training that model, we evaluate
the examples with the lowest confidence or predicted outcome.
Once we know what which instance of cells are difficult to
detect, we could then try to only manually label those low
scoring cells and retrain our model that way. By doing this,
we continuously improve the low performing cells until the
model becomes very robust.

Another active learning pipeline that we are considering
adding in the future is a stream-based selective sampling
method [10], where the network actually has a choice to
choose to use the manually labeled ground truth value, or use
the pseudo generated labels. While this pipeline may demon-
strate a performance boost, it is actually very computationally
expensive because the model has to choose whether to utilize
a real label for every bounding box, and in our case, that could
mean thousands per cross section.

V. CONCLUSION

We have researched an efficient way to automatically detect
every cell type in a plant’s xylem tissue cross section. This
research project could possibly be integrated into the labs
of botanists all around the world free of charge, where our
model is used from a web-based server to quantify their
respective cell types. A mutually beneficial relationship may

even be formed with this deep learning project if biologists
continuously providing more training data whilst using the
network. We hope that with this research, botanists can spend
more time on meaningful research rather than expending hours
manually labeling images.
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